PaddlePaddle on Kubernetes
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apiVersion: batch/v1
kind: Job
metadata:

name:
spec:

paddle-cluster-job-1

parallelism: 3
completions: 3
template:
metadata:
name: paddle-cluster-job-1
spec:
volumes:

name: nfs
persistentVolumeClaim:
claimName: nfs

containers:

name: trainer
image: paddledev/paddle-tutorial:k8s_train
command: ["/bin/bash", "/root/start.sh"]
env:
- name: SPLIT_COUNT
value: "3"
- name: JOB_NAME
value: paddle-cluster-job
- name: JOB_PATH
value: /home/jobpath
# using downward API to reference pod namespace
- name: JOB_NAMESPACE
valueFrom:
fieldRef:
fieldPath: metadata.namespace
- name: TRAIN_CONFIG_DIR
value: quick_start
- name: CONF_PADDLE_NIC
value: etho
- name: CONF_PADDLE_PORT
value: "7164"
- name: CONF_PADDLE_PORTS_NUM
value: "2"
- name: CONF_PADDLE_PORTS_NUM_SPARSE
value: "2"
- name: CONF_PADDLE_GRADIENT_NUM
value: "3"
- name: TRAINER_COUNT
value: "3"
volumeMounts:
- mountPath: "/home/jobpath"
name: nfs
ports:
- name: jobporte
hostPort: 7164
containerPort: 7164
- name: jobportl
hostPort: 7165
containerPort: 7165
- name: jobport2
hostPort: 7166
containerPort: 7166
- name: jobport3
hostPort: 7167
containerPort: 7167

restartPolicy: Never
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kind: pod
apiVersion: v1
spec:
containers:
- name: gpu-container-1
resources:
limits:
alpha.kubernetes.io/nvidia-gpu: 2
- name: gpu-container-2
resources:
limits:
alpha.kubernetes.io/nvidia-gpu: 3
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kind: pod
apiVersion: vi
metadata:
annotations:
scheduler.alpha.kubernetes.io/affinity: >
{

"nodeAffinity": {
“requiredDuringSchedulingIgnoredDuringExecution”: {
"nodeSelectorTerms": |

{
"matchExpressions”: [
{
"key": "alpha.kubernetes.io/nvidia-gpu-name”,
“operator”: "In",
"values": ["Tesla K80", "Tesla P100"]
}
]
}
]
}
}
}
spec:
containers:
- name: gpu-container-1
resources:
limits:

alpha.kubernetes.io/nvidia-gpu: 2
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Run Deep Learning with PaddlePaddle on
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http://blog.ku berneteS.IO/ What is PaddlePaddle =

Learn about Kubernetes

An open source system for automating deployment, scaling, and operations of applications.

N .. ..
Bai@®Research

2 1 / 2/ PaddlePaddle is an easy-to-use, efficient, flexible and scalable deep learning platform originally Blog Archive
T

learning-with-
paddlepaddle-on-
kubernetes.html

There have been more than 50 innovations created using PaddlePaddle supporting 15 Baidu
products ranging from the search engine, online advertising, to Q&A and system security.

In September 2016, Baidu open sourced PaddlePaddle, and it soon attracted many contributors
from outside of Baidu.

Why Run PaddlePaddle on Kubernetes
PaddlePaddle is designed to be slim and independent of computing infrastructure. Users can run it

on top of Hadoop, Spark, Mesos, Kubemetes and others.. We have a strong interest with
Kubernetes because of its flexibility, efficiency and rich features.
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PaddlePaddle on
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&« Kubernetes makes distributed computation
easy. I'm excited about Kubernetes+Deep
Learning! @coreos
blog.kubernetes.io/2017/02/run-de
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